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Collaborating on automotive security
through the SHARCS Project
Secure Hardware-Software Architectures for Robust Computing
Systems (SHARCS) tests security solutions for connected cars
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Automotive security is an integral part of modern vehicles and a top priority
for carmakers, but what methods are most effective at keeping our cars, data
and drivers safe? Here, we discuss how Elektrobit came together with consortium partners to address securing vehicle hardware and software architecture
as part of the SHARCS Project.

Today’s vehicles are equipped with a growing number
of connections to the outside world and this trend is
not slowing down. Whether via cloud services for realtime updates, sensors for driver assistance features,
or mobile and internet functionalities for infotainment,
all of these connected features improve our in-vehicle
experience. But as this connectivity increases, so does
the need for better automotive security solutions to
protect our vehicles from intrusion, and most importantly, to protect our drivers’ data and lives.
For this reason, Elektrobit, along with a number of
international partners, established the SHARCS Project. Through the resulting techniques, the automotive
industry can be better prepared to defend themselves
against security risks from remote third parties,
as well as risks resulting from the manipulation of
functionalities within a car itself.
What’s more, these practices can be transferred
successfully to other industries where security risks
are a concern.
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The need for automotive security
Today, and even more so in the future, cars will need
to be smarter, which means more reliance on connectivity and electronics. Consumers simply demand both
for comfort. Connectivity and electronics enable the
features drivers have come to expect in both premium
and economy cars, like Bluetooth, WiFi, remote lock
and remote start, and smart, sync-enabled infotainment, just to name few.
In addition, automated, and eventually fully autonomous cars, will need to be connected to other vehicles,
the cloud and even our cities’ infrastructure. They also
rely heavily on electronics to analyze, communicate
and execute the vital commands that keep the car
safely on the road.
Yet, all these connections that improve our in-vehicle
experience also provide access points for potential
attackers. Since all components within the car should
be connected like in a common network environment,
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Figure 1: Control Flow Integrity method (CFI)
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The SHARCS methods

every piece of communication and especially the
gateways to the outside world have to be protected
and secured.

During the SHARCS Project, EB created a realistic
demonstrator to test several methods of securing the
virtual vehicle. We primarily focused on three different
techniques: Control Flow Integrity, SafeStack and
Shakedown (Anti-ROP).1

Potential risks for vehicles
A single remotely hacked and manipulated car can
have serious consequences for the driver of the
affected car, other road users and the carmaker. In
the worst case, a single malicious attacker could gain
access to entire fleets of vehicles and, by controlling
them remotely, endanger the lives of hundreds.
Cars are also connected to the cloud in order to
provide drivers with better services, experience and
vehicle performance. To do so, information such as
engine temperature, speed, mileage and location is
recorded. If an attacker gains unauthorized access to
this data, like locations for example, it could put the
driver of the car in a compromised position or open
them up to blackmailers.
Yet, even non-malicious attacks could have farreaching consequences. A party whose goal is to
discredit a particular carmaker could do so with even a
small, seemingly harmless attack, for example causing
the electric windows to periodically open and close
on their own. Since this unauthorized access could be
replicated on all similar models, the security break
could spread quickly and easily, reducing consumers’
trust in the carmaker and damaging its reputation.
The three examples above serve to reiterate the
importance of securing automotive software, cloud
systems and all communications between them from
end to end. The SHARCS Project methods aim to do
just that.

Control Flow Integrity
Control Flow Integrity (CFI) is a term that describes
various methods and mechanisms that are intended to
prevent an attacker from redirecting a program’s execution path by modifying function pointers or changing return addresses. For this project, we applied the
“cfi-icall” scheme2 to our demonstrator. This scheme
protects indirect function calls from being diverted
by checking two conditions: Firstly, the called address
must be valid, which simply means that it must point
to the beginning of a function and not to arbitrary
code, and secondly, the destination function’s static
type signature must match the caller’s expectations (as
determined at compile time). In case of a mismatch in
either case, the checking code will abort the program.

The results:
The integration of the CFI method into the demonstrator’s automotive target hardware showed that LLVM’s
CFI feature is an effective method for countering a
class of attacks that try to re-use code by modifying
indirect function calls. Jumping into the middle of a
function or calling a function with a different type
signature than intended will abort the program. In the
demonstrator example, attempts to send a message
to the CAN bus via an invalid indirect call were reliably
intercepted.
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Figure 1: Control Flow Integrity method (CFI)
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SafeStack

The results:

SafeStack is a LLVM instrumentation pass that improves
resilience against buffer overflow attacks by splitting the
call stack into two separate stacks: a “safe” stack and an
“unsafe” stack. The safe stack stores the function call linkage, temporary values and local variables that are deemed
safe to use. The unsafe stack stores potentially problematic
objects such as local arrays that might be overrun by a
programming error. In case of a buffer overflow on the
unsafe stack, objects on the safe stack – for example, a
return address or a function pointer – remain unaffected.

The Shakedown method also proved effective against
ROP techniques by making particular code locations
difficult to determine for an attacker. In this regard, it
is more effective than coarser methods such as ASLR.
Shakedown was successfully used on all relevant
hardware architectures. Shakedown can be used as
a substitute for compiler commands and so is easily
integrated into existing build systems.
One drawback of Shakedown is that, being strictly a
compile-time option, an executable’s function layout
remains identical for each execution, in contrast to
a mechanism such as ASLR, which rearranges the
process layout at load time. In the automotive environment, in order to profit most from Shakedown’s added
security, an executable would have to be freshly built
for every instance, that is, for each car, and each instance would have to use a different, non-predictable
seed value.

The results:
A test program containing an intentional buffer overflow was also tested on the demonstrator’s automotive
target hardware. The SafeStack feature thwarted the
attempt to exploit the buffer overflow and the test
program was aborted without a message being written
to the CAN bus. This demonstrates the effectiveness
of LLVM’s stack-splitting option against this class of
attacks.

Shakedown (Anti-ROP)
Shakedown is a compiler plugin3 developed by IBM’s
Haifa Research Lab. The purpose of Shakedown is to
thwart an attacker using return-oriented programming
(ROP), an attack technique that circumvents protection
methods such as non-executable memory and code
signing. Such attacks do so by using carefully chosen
sequences of already existing code, or ”gadgets”,
after having taken control of the call stack. Several
methods exist to defend against these type of attacks
by making it harder for an attacker to guess at which
address a usable gadget is located within the memory.
One example of these methods is address space layout
randomization (ASLR). With ASLR, major parts of a
particular process, such as the base of the executable,
shared library locations and the stack are re-arranged
in a pseudo-random order.
Shakedown takes this concept one step further by
rearranging the individual functions themselves.
Shakedown takes an optional seed parameter provided
in an environment variable, and then shuffles the
function locations in a pseudo-random permutation,
where the same seed value will always generate the
same order. This approach is even more thorough than
ASLR and makes it more difficult for an attacker to
determine the locations of useful gadgets.

Figure 3: Anti-ROP method

The need for automotive security
The automotive industry has a very long development
cycle, meaning that innovations must be tested and
mature before they can be integrated into a vehicle.
Creating an initial concept for a new model takes years
alone, and preparing that same car for mass production takes at least another year. Though it is ultimately
up to the carmakers to decide what security solutions
they will implement in their new series production,
Elektrobit and other companies like it are constantly
researching and testing solutions to provide the best
counsel possible. The SHARCS Project was able to
prove the effectiveness of the three methods above.
Yet, while some of the methods validated could be
useful in an automotive context, some must still be
perfected. Elektrobit will continue to work with the
SHARCS techniques tested in this pilot demonstrator.
In the future we intend to move beyond the proof-ofconcept stage and toward the integration of SHARCS
techniques in cars in real-world conditions.
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Footnotes
All test cases were cross-compiled for the i.MX6 platform with the LLVM compiler suite (version 5.0) and linked with a gcc cross-compiler (6.2.1) linker and system root from Linaro.
Since version 3.7, the LLVM compiler suite comes with several CFI schemes that can be enabled via a command line option to the CLang frontend.
3
Shakedown was developed for the CLang/LLVM (5.0) compiler framework.
1
2
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About Elektrobit (EB)
Elektrobit (EB) is an award-winning and visionary global
supplier of embedded and connected software products and
services for the automotive industry. A leader in automotive
software with over 30 years serving the industry, EB‘s software
powers over 1 billion devices in more than 90 million vehicles
and offers flexible, innovative solutions for connected car
infrastructure, human machine interface (HMI) technologies,
navigation, driver assistance, electronic control units (ECUs),
and software engineering services. EB is a wholly owned
subsidiary of Continental.
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